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1 Simple simulations in R

1.1 Really simple simulations

Let’s start with simple single-species, discrete-time models. For example,
just about the simplest one I can think of: deterministic linear population
growth. Starting from a population size of N0 at t = 1, we want to add
an amount ∆N to the population at each time step. Let’s say we want to
construct a population trajectory that starts at time t = 1 and runs to time
T (where T is an integer).

Here’s how we do this the simplest, “brute force” way in R.
First, define the parameters of the simulation:

> N0 = 1

> nt = 15

> dN = 2

(I have represented T as nt because it’s better not to use T as a variable —
it can also mean TRUE.)

Set aside space for the results:

> N = numeric(nt)

The numeric function allocates space for a numeric vector of a specified
length (filled with zeros).
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Remember that R won’t print out the value of a variable it has just set,
and that you need to type the name of the variable in order to get it to
print the value. While I will often skip doing it in this lab for the sake of
brevity, it’s a good idea to get in the habit of checking your intermediate
results, especially when you’re starting out. If your vectors are reasonably
short, you can just print them; otherwise the commands head(), tail(),
str() (“structure”), and summary() are handy. It is also worth trying out
commands just to see what they do: as long as you don’t save the results to
a variable, it’s pretty hard to mess things up.

Exercise 1.1 : Check the value of N now. Just for the heck of it, also try
summary(N), all(N==0), and length(N). What do they do?

Set the first value in the results equal to the starting value:

> N[1] = N0

Now use a for loop. for loops execute the same bit of code (all of the
statements enclosed in curly brackets {} many times, each time changing
the value of a loop variable to the next item in a vector. This sounds more
complicated than it really is:

> for (i in 2:nt) {

N[i] = N[i - 1] + dN

}

This code simply repeats the instruction N[i] = N[i-1]+dN for values of
i equal to 2, 3, . . . up to nt. (As I’ll explain shortly, 2:nt creates a vector of
numbers running from 2 to nt.

The results should not be surprising at all.

> N

[1] 1 3 5 7 9 11 13 15 17 19 21 23 25 27 29

Could we have done this more easily? Remember from the first lab in R
that the seq function creates a set of regularly spaced values: its syntax is
seq(from,to,by) or seq(from,to,length.out), or any sensible combina-
tion of these arguments. (If you use seq(from,to), by will be set to 1; you
can get the same result with the colon operator, from:to. What happens if
you give seq just a single argument?).
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Exercise 1.2 : use seq, along with the variables N0, nt, and dN that we
defined above, to create the same N vector that we got with the for loop.

Exercise 1.3 : Now create a simulation where the population growth rate
decreases as a function of the current population size. You have lots of choices
here: you can say that ∆N is a hyperbolic function of the population size
(∆N ∝ 1/N , e.g. ∆N = a/N) (∝ means “proportional to”), or a decreasing
linear function of N (∆N = a− bN). (You need to pick specific values for a
and b, of course. Try to pick something “sensible”, i.e. something that makes
∆N not too large relative to the current population size.) Think about your
results: do you expect there to be an equilibrium?

Exercise 1.4 : Create a simulation where you model per capita popu-
lation growth R(N): if you want to use the simplest case, R(N) = a. The
new population size (N(t + 1)) will be R(N) times the old population size:
N(t+1) = N ·R(N). (Remember that mathematical notation for multiplica-
tion uses ·, ×, or juxtaposition (a · b, a× b, or ab, whereas in R code you have
to use a*b.) (Also note that we have changed from a framework where we
add individuals to the population at each time step to one where we multiply
the population size by its previous value — this is arguably a more general
case.)

1.2 Adding noise

Population dynamics in the real world are always stochastic, although we
often ignore this fact for simplicity. It is not generally worth adding stochas-
ticity to a model for its own sake, as it complicates the computational and
analytical details considerably, but there are two good reasons that we might
want to use stochastic models:

1. we think that stochasticity might have a qualitative effect on the popu-
lation dynamics (as opposed to just making them noisier). For example,
in various situations noise can either stabilize or destabilize population
dynamics, or lead to significant differences in the equilibrium mean
density.

2. we want to use the models as test cases for seeing how much information
we can extract from real data.

In these labs, we will be interested in reason #2.
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If you have done any work with stochastic models before, you are probably
used to some command such as RAND that produces a random uniform deviate
— a number drawn at random from the unit interval [0,1]. We can pick a
random uniform deviate in R by using runif(1); we can pick n deviates with
runif(n).

It is convenient when doing stochastic modeling to set the random number
seed to some specific value, so that you can repeat your results exactly for
comparison or debugging purposes; set.seed() is the R command, and it
takes as an argument any arbitrary integer that you happen to pick; I tend
to use 1001, for no particularly good reason.

> set.seed(1001)

> runif(5)

[1] 0.9856888 0.4126285 0.4295392 0.4191722 0.4265066

Your results should match exactly.

1.2.1 Normal deviates

While uniform deviates are handy, it is often more realistic to pick random
numbers for ecological simulations from other distributions, such as the Nor-
mal distribution; rnorm(n,mean,sd) chooses random normal deviates with
mean mean and standard deviation sd.

We can revisit our initial simulation, adding noise to it:

> dN.sd = 1

> N[1] = N0

> for (i in 2:nt) {

popgrowth = rnorm(1, mean = dN, sd = dN.sd)

N[i] = N[i - 1] + popgrowth

}

> plot(N, type = "b")
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(type="b" tells R that we want both lines and points plotted).
If we want to run (and store the results of) a bunch of simulations, we

can set up a matrix (a two-dimensional table of values) and use a nested for

loop:

> nsims = 25

> Nmat = matrix(nrow = nt, ncol = nsims)

> for (j in 1:nsims) {

Nmat[1, j] = N0

for (i in 2:nt) {

popgrowth = rnorm(1, mean = dN, sd = dN.sd)

Nmat[i, j] = Nmat[i - 1, j] + popgrowth

}

}

Nmat[i,1] refers to the ith element of the first column of Nmat; Nmat[i,j]
refers to element in the ith row (i.e., time step i) and the jth column (simu-
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lation number j).
Plot all the results:

> matplot(Nmat, type = "l", col = 1)

(matplot is a convenient R command that plots all the columns of a matrix.
We use the optional arguments type="l" and col=1 to plot lines and to
make all the lines black (try leaving out either or both of these options and
see what happens).)

Exercise 1.5 : Redo this simulation, but allow for variability in the
initial conditions. Compare the results if the standard deviation of the initial
condition is greater than or less than the standard deviation of the population
growth rate.

Exercise 1.6 *: Remembering that you can pick several normal deviates
at the same time (e.g. rnorm(10,mean=2,sd=1)), and using the information
that the R command cumsum() produces the cumulative sum of a vector (i.e.
the nth element of cumsum(x) is the sum of elements 1 to n of x), figure
out how you could generate a simulation of linear population growth with a
normally distributed growth rate that does not use a for loop.

1.2.2 Poisson and binomial deviates

If we are dealing with a population with small numbers of individuals, it
makes more sense to deal with integers than with continuous population
sizes. In this case, neither the uniform nor the normal distribution (both of
which are continuous) are going to work very well for adding heterogeneity.
We could use something like popgrowth = round(rnorm(dN,mean,sd)) to
make sure the population size is always an integer, but it makes a lot more
ecological sense to use other distributions:

� the binomial distribution applies when we let each of N individuals
be selected (e.g., live or die) independently with the same probability
p. For example, if the survival probability is sprob then the single
binomial deviate rbinom(1,size=N[i-1],prob=sprob) will pick the
number of individuals that survive from the previous time step.

� the Poisson distribution applies when individuals may be counted at
a constant rate per unit time (or space), but occur independently of
each other and with no upper limit. For example, if each individual
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has an average of f offspring in a single time step, then we could pick
the single Poisson deviate rpois(1,f) to see how many offspring an
individual had.

Let’s create a simulation (linear population growth again) where each indi-
vidual has an average of f offspring and then survives to the next time step
with probability sprob (we will assume for now that mortality always occurs
after reproduction, if at all).

> N[1] = N0

> f = 0.5

> sprob = 0.75

> for (i in 2:nt) {

newborns = sum(rpois(N[i - 1], f))

surv = rbinom(1, prob = sprob, size = N[i - 1])

N[i] = surv + newborns

}

One trick that would make this simulation more efficient is that because
the events counted by a Poisson deviate are independent, we get the same
distribution of total offspring numbers if we pick single Poisson deviates with
mean Nf (rpois(1,N[i-1]*f) as if we summed N individual Poisson devi-
ates each with mean f , as above.

Exercise 1.7 : rearrange the simulation code above to create an example
where mortality occurs before rather than after reproduction.

Exercise 1.8 *: create a deterministic simulation that matches the av-
erage behavior of the binomial/Poisson simulation here.

Exercise 1.9 *: Figure out the closed-form solution to the deterministic
model from the previous exercise so that you can produce solutions without
using a for loop.

Exercise 1.10 *: Use a for loop to generate and store 1000 realizations
of the sum of 5 Poisson deviates with mean f. Pick 1000 random numbers
with mean 5*f. Use summary() to compare the results. Are you convinced?
What would it take to convince you?

Exercise 1.11 **: Figure out how to do the above experiment more
efficiently by filling a 1000 × 5 matrix with Poisson deviates with mean f

and using the rowSums() function.
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2 If you’re bored . . .

� use simulations in R to explore the difference between various kinds
of error, specifically process error and measurement error. Essentially,
you can get process error by making the growth rate at time t within
a particular simulation a random variable, while you get measurement
error (or something like it) by picking a random value for the growth
parameters that remain constant over the course of a simulation (but
change between simulations).

� construct the discrete (time) logistic model in R, N(t+ 1) = rN(t)(1−
N(t)/K). You can set K = 1 without loss of generality May (1976)

– play with values of r in different ranges (r < 1, 1 < r < 3, . . . )

– Construct bifurcation diagrams.

– Add stochasticity, either by making r a random variable, or by
making the model use discrete individuals (you can no longer set
K = 1 of course). What does it to do the dynamics and/or the bi-
furcation diagram? (See http://www.iew.uzh.ch/home/klaus/

logistic/intro.html

� explore the Nicholson-Bailey model,

Ht+1 = RHte
−aPt

Pt+1 = cHt

(
1− e−aPt

)
(see http://www.tb.ethz.ch/education/model/nbmodel for hints if
you like. In addition to the spatial extensions suggested there, you
could try the May version with the escaping hosts modeled as (1 +
aPt)/τ)−τ (assuming a negative binomial model: May (1978)).
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