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1 Continuous-time simulation in R

1.1 Functions

First we have to take a small detour to learn how to write our own functions
in R. We’ve already seen and used lots of built-in functions: sum(), rpois(),
numeric(), plot(), to name a few. But part of R’s power is that you can
also define your own functions. For example, R has a built-in mean() function
to compute the mean of a vector:

> x <- c(2, 4, 6)

> mean(x)

[1] 4

(Note: the c() function combines several values into a function.)
We could also define our own mean function (let’s call it mymean instead

of mean so as not to make things horribly confusing):

> mymean <- function(x) {

sum(x)/length(x)

}

> mymean(x)

[1] 4
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Nothing happens when you define a function (except that R checks that
the syntax is correct). Instead, the code inside the curly brackets {} (the
body of the function gets executed later, when you call the function with
particular arguments. Then the body gets executed with particular values
substituted internally for the arguments. You can call mymean several times
with different arguments:

> z <- c(2, 5, 9)

> mymean(z)

[1] 5.333333

> mymean(c(1, 7, 9))

[1] 5.666667

It doesn’t matter what the arguments are called outside the function — in
fact, as in the last example, they don’t even have to have a name — and it
doesn’t matter if there are variables with the same name outside of a function
(the arguments, and variables defined inside the function, are local variables).

Exercise 1.1 : write a function geommean() that computes the geometric
mean exp(

∑
log(xi)/N). geommean(1:10) should equal 4.5287287.

Exercise 1.2 ***: write a function genmean(x,n) that computes the p-
norm (http://mathworld.wolfram.com/Norm.html) where genmean(x,1)

gives the mean, genmean(x,2) gives the root mean squared deviation,
genmean(x,-1) gives the harmonic mean, and so on. I think genmean(x,0)

should give the geometric mean, but you probably need to use an if state-
ment (possibly with numeric fuzz) to get the limit right . . . genmean(x,Inf)
should give the maximum . . .

As a slightly more useful example, let’s encapsulate the linear simulation
from yesterday in a function:

> linsim <- function(N0 = 1, nt = 10, dN = 1) {

N <- numeric(nt)

N[1] <- N0

for (i in 2:nt) {

N[i] <- N[i - 1] + dN

}

return(N)

}

http://mathworld.wolfram.com/Norm.html
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The value returned by a function is either (explicitly) the value specified
in a return() command or (implicitly) the value of the last expression in a
function. In this case, putting N on the last line by itself would have had the
same results as the code we actually used.

Here we have also set default values for the arguments. If we don’t specify
one or more of the arguments, R will fill in the default values, for example:

> linsim() ## don't specify any arguments, use all defaults

[1] 1 2 3 4 5 6 7 8 9 10

> linsim(dN=2)

[1] 1 3 5 7 9 11 13 15 17 19

> linsim(N0=2)

[1] 2 3 4 5 6 7 8 9 10 11

1.2 Solving differential equations in R

Most (?) of the models you have seen previously may have been continu-
ous time deterministic models, expressed as ordinary differential equations
(ODEs). R can solve these equations numerically (i.e., compute solutions for
a specified set of parameters, starting conditions, and time points).

We need the deSolve package — the following lines should install it if
it’s not there already:

> if (!require("deSolve")) {

install.packages("deSolve", repos = "http://cran.r-project.org")

library(deSolve)

}

(you only need to install a package once on your machine, but you need
to load it with library() in every new R session).

lsoda(), the standard ODE solver within the deSolve package, is a new
thing for us — a function that takes a function as an argument. Specifically,
the help page (?lsoda) says (among many other things) that
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� lsoda’s main arguments are the starting values (y), the times at which
you want to compute the values of the state variables (times) and a
gradient function (func)

� func must take as its first three arguments the current time (t), the cur-
rent values of the state variables (y), and the parameter values (parms).
It must return a list (this R data structure which we haven’t seen yet is
a very flexible way of storing collections of R objects: you can specify it
as list(item1,item2,item3), where the items can be any R objects)
whose first element is the vector of the derivatives — it can contain
other elements but don’t worry about that now.

Let’s look at a simple one-variable example, the logistic population growth
model (dN/dt = rN(1−N/K)).

Define the gradient (derivative) function:

> gradfun <- function(t, y, params) {

r <- params[1]

K <- params[2]

N <- y[1]

g <- r * N * (1 - N/K)

list(g)

}

The first three lines just extract the elements of the parameter vector and
the state vector; the next line computes the gradient vector (just a single
value in this case); and the last line returns the gradient vector as the first
(and only, in this case) element of a list. 1

Now use that function with lsoda:

1There’s a cleverer/shorter way to write out the gradient function, which takes
advantage of the fact that we can give names to the elements of the state vector (y) and
the parameter vector (params), and uses the “magic” function with to execute commands
in a way that can use the elements of those vectors directly:
gradfun = function(t,y,params)
g = with(c(as.list(y),as.list(params)),

r*N*(1-N/K)
)
list(g)
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> sim1 <- lsoda(c(N = 0.1), times = seq(0, 10, by = 0.1), func = gradfun,

parms = c(r = 1, K = 5))

lsoda returns a matrix with the first column reporting time and the other
columns (only one in this case) reporting the values of the state variables at
each time:

> head(sim1)

time N

[1,] 0.0 0.1000000

[2,] 0.1 0.1102862

[3,] 0.2 0.1216021

[4,] 0.3 0.1340485

[5,] 0.4 0.1477303

[6,] 0.5 0.1627619

> plot(sim1[, "time"], sim1[, "N"])

The c(as.list(y),as.list(params)) stuff turns each of the vectors into a list
(which is required in order to use with) and sticks them together. This approach has
the disadvantage of looking like black magic, but it becomes very convenient for writing
compact gradient functions when you have long state and parameter vectors.
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(Remember
(?) from last week that sim1[,"time"] extracts a column named “time”
from sim1, similarly for sim1[,"N"].)

Since I happen to know (or rather can figure out, or look up) a closed-
form solution for the logistic equation, I can use the curve() function to
superimpose the theoretical solution on my plot:

> K <- 5

> r <- 1

> N0 <- 0.1

> curve(K/(1 + (K/N0 - 1) * exp(-r * x)), col = 2, add = TRUE)

Try it (what does col=2 do?).
Exercise 1.3 : modify the logistic function we’ve written here to al-

low seasonally (sinusoidally) varying carrying capacities, K(t) = K0(1 +
a cos(2πt)). Generate results for a few different values of a. Plot the first
set of results, then use the lines() command to superimpose the other re-
sults. (**: use cbind() to combine the relevant columns from different sets
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of results into a single matrix, then use matplot() to produce a plot of the
results all at once.)

1.3 Fitting data: least-squares

Read in the niamey_measles.csv data set (make sure you have downloaded
the data and set your working directory appropriately):

> niamey <- read.csv("niamey_weekly.csv")

This data set has a variety of data in it representing measles outbreaks
in three locations in Niamey, Niger Grais et al. (2006). You can use
head(niamey) to take a look, but we are only going to use the week and
cases_1 variables. Since niamey is a data frame (another R data structure
we haven’t dealt with much before), we can use attach() to make its columns
accessible by their names:

> attach(niamey)

> absweek

[1] 1 2 3 4 5 6 7 8 9 10 11 12 13 14 15 16 17 18 19 20 21 22 23 24 25

[26] 26 27 28 29 30 31

> cases_1

[1] 11 11 14 13 30 34 29 55 57 59 65 107 72 101 350 301 460 326 576

[20] 465 472 370 448 455 507 238 134 77 56 27 0

(We should remember to detach(niamey) later.)
Exercise 1.4 : Plot cases_1 against abs_week, plotting both the points

and connecting lines.
One of the simplest ODE models is the SIR epidemic model in a closed

population:

dS

dt
= −βSI/N

dI

dt
= βSI/N − γI

dR

dt
= γI
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where S, I, and R, are the numbers (or densities or proportions) of suscepti-
ble, infectious, and recovered (or removed) individuals, β is the contact rate
(number of potentially infectious contacts per unit time per susceptible (S)
individual) and γ is the recovery (or removal) rate (1/γ is the average length
of time that individuals stay infected).2

We are going to take a few shortcuts in analyzing these data. The in-
fectious period of measles is approximately 1 weeks, so we’re going to set
γ = 1. We’re also going to assume therefore that the number of reported
cases in a week (our data) is approximately equal to the number of infected
individuals at any given time (our state variable I).3 We’re not really sure of
the size of the population exposed to the disease: we could look up the popu-
lation of Niamey (http://en.wikipedia.org/wiki/Niamey says 674,950 in
the 2002 census), but we will instead try to estimate the population size N
as a parameter, and assume that this entire population is susceptible at the
beginning of the epidemic.

Let’s try to make some order of magnitude guesses at the epidemic pa-
rameters (rates will have units of “per week”). As discussed above, we will
set γ = 1. One way to try to figure out β is to see that the epidemic initially
grows exponentially (as long as S/N ≈ 1) at rate β − γ.

Exercise 1.5 : Plot log(cases_1) against absweek. Take a guess at
the slope and intercept of the initial part of the epidemic curve. Use
abline(a=intercept,b=slope) to draw your best guess.4

Now fit a linear regression to the first part of the data to formalize your
guess: use

2This model makes a huge number of assumptions, including (1) a closed population
(no births, deaths, immigration, or emigration); (2) frequency-dependent contact (the rate
of infection depends on the fraction of individuals in the population infected (I/N), not the
absolute density); (3) homogeneous mixing; (4) all individuals have identical contact and
recovery rates; (5) homogeneous mixing (all pairs of individuals have the same chance of
coming in contact with each other); (6) infected individuals immediately become infectious;
(7) individuals recover at a constant rate (exponentially distributed infectious period). (see
Keeling and Rohani (2007) for more details on epidemiological models).

3This could probably be dealt with better — I’m not sure that we’re not off by a factor
of 2 in our R0 estimates!

4If you know anything about measles, you may be surprised that the R0 value is so
low; traditionally, R0 ≈ 12–20 for measles. This population is at least partly vaccinated,
so the effective R0 value is low. Also, we may be off by a factor of 2 because of the γ = 2
vs 1 thing.

http://en.wikipedia.org/wiki/Niamey
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> initcase <- log(cases_1)[1:15]

> inittime <- 1:15

> fit1 <- lm(initcase ~ inittime)

> abline(fit1, col = 2)

to select the first part of the data, construct a matching time vector, fit the
regression, and add the regression line to the plot.

Take a look at fit1 and summary(fit1) to see what R tells you about
the results of a linear regression.

The initial size of the susceptible population must be larger than the total
number of cases observed (sum(cases_1)=5920); let’s take a starting guess
of 7000. We’ll start the number of infecteds at its observed starting value.

Now we’ll set up a gradient function to run the SIR model:

> sirfun <- function(t, y, params) {

S <- y[1]

I <- y[2]

R <- y[3]

beta <- params[1]

gamma <- params[2]

N <- params[3]

inf <- beta * S * I/N

grad <- c(-inf, +inf - gamma * I, gamma * I)

list(grad)

}

> nsim1 <- lsoda(y = c(S = 7000, I = 11, R = 0), times = absweek,

func = sirfun, parms = c(beta = 1.25, gamma = 1, N = 7000))

Exercise 1.6 : Plot the epidemic data. Use lines to superimpose the
simulation results (nsim1[,"time"] and nsim1[,"I"] will extract the rel-
evant columns). Now try plotting on a log scale (you can use the optional
argument log="y" to plot to do this). How did we do?

Exercise 1.7 *: Write a function that takes N and beta as arguments,
solves the ODE as we have done above, and plots the data and the results.
Play with the inputs to try to get a better fit to the data.

Starting out by understanding what the parameters mean (including
knowing their units) and getting order-of-magnitude estimates of the pa-
rameters, as we did first, is absolutely essential. Playing with the parameters
by hand to try to get a better fit to the data is very valuable for building
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insight, but there are several reasons why we would like to let the computer
do it:

� it would be tedious to have to do it for every problem we wanted to
solve;

� it works when we have 2 or 3 parameters, but rapidly becomes unwieldy
with more;

� it’s subjective (imagine if we fitted linear regressions this way!)

For now, we will use the sum of squared deviations as a goodness-of-fit
measure (actually, a badness-of-fit measure that we want to minimize). It is
just

∑
(predictedi − actuali)

2; for our initial fit, this is

> sum((nsim1[, "I"] - cases_1)^2)

[1] 1129488

This number by itself is almost incomprehensible. For the sake of having
a slightly more intuitive measure of goodness of fit, let’s compute the root
mean squared deviation (RMS) instead,

√∑
(predictedi − actuali)2/N .

Exercise 1.8 : Write a function rms that takes obs and pred as argu-
ments and returns their root-mean-squared deviation (use length() to get
the number of observations).

The RMS for our initial guess is

> rms(cases_1, nsim1[, "I"])

[1] 190.8798

This is interpretable as an average number of cases by which our prediction
is wrong (weighted in a way that emphasizes large deviations).

Exercise 1.9 : Now extend the function you wrote above to graphically
compare the observed and predicted to calculate the RMS and display it on
the graph. legend("topleft",legend="",title=x) will print the value of
x in the top left corner of the plot. (If you want to get fancy, you can use
round(), paste(), and the bty="n" argument to legend() to make things
prettier.) Repeat some of your previous manipulations.

What if we want to minimize the RMS more systematically? Here’s a
slight variation of the function you just wrote that does two things: (1) it
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gets rid of the plotting (which will slow things down if we want to calculate
the RMS for lots of different parameter combinations), just returning the
RMS; (2) it takes the parameters N and beta as a vector, rather than as two
separate arguments (this will become useful shortly).

> rmsfun <- function(params) {

N <- params[1]

beta <- params[2]

nsim1 <- lsoda(y = c(S = N, I = 11, R = 0), times = absweek,

func = sirfun, parms = c(beta = beta, gamma = 1, N = N))

rms(cases_1, nsim1[, "I"])

}

Exercise 1.10 : Use seq() and a for loop to calculate the value of RMS,
holding N constant at 18000 and varying beta from 1.1 to 2 in 40 steps. Plot
the results.

We could sneak up on a more precise answer this way, or set up a matrix
and use a nested for loop to try out different values of both N and beta.
Here’s a shortcut function that does some of the work for you, in this case
using a contour plot to show the results (note, this will take a little while —
took about 18 seconds on my laptop):

> if (!require("emdbook")) {

install.packages("emdbook", repos = "http://cran.r-project.org")

library(emdbook)

}

> c1 <- curve3d(rmsfun(c(x, y)), from = c(7000, 1.1), to = c(20000,

2), sys3d = "contour", xlab = "N", ylab = "beta")
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Exercise 1.11 : Taking an approximate best-fit value from this plot (if
you like, you can rerun curve3d() with tighter limits to get a better guess
at the location of the minimum), rerun your function above to see how good
the fit looks.

Using the RMS is certainly more systematic than fitting by eye, and for

loops and curve3d() are better than trial and error, but even this procedure
will break down for large models with many parameters.

1.3.1 Auto-fitting

R has a collection of minimizing routines that are available via the optim()

function. Like lsoda(), optim() takes a function (the objective function,
or function to minimize) as one of its arguments: the other argument is the
starting values. Like lsoda(), optim() is fussy about the structure of the
function it takes. The fn argument to optim() must be a function that
takes the parameters, collated into a numeric vector, as its first argument,
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and returns a single number representing the badness-of-fit (the RMS in this
case).

Provided you have decent starting values, optim() is pretty easy to use.
We’ll start with the crude parameters ({N=7000, beta=1.25}) that we worked
out originally:

> opt1 <- optim(par = c(N = 7000, beta = 1.25), fn = rmsfun)

The result of optim() is a list (you can access its elements using $) con-
taining the best-fit parameters (opt1$par); the value at the best fit (min-
imum RMS, opt1$value); and other information about how many times
it had to evaluate the function, whether the minimization appeared to be
successful, etc..

> contour(c1$x, c1$y, c1$z, xlab = "N", ylab = "beta")

> points(opt1$par["N"], opt1$par["beta"], pch = 16, col = 2)

Clean up:

> detach(niamey)

Next time: how big are our confidence intervals? How big a difference in
RMS (or other criteria) constitutes a “significantly different” fit to the data?

If you’re bored

� explore continuous-time stochastic simulation using the Gillespie al-
gorithm Gillespie (1977), see also http://cran.r-project.org/web/

packages/GillespieSSA. The basic principle behind the Gillespie al-
gorithm is that in continuous time, if probabilities of stochastic events
are constant, then the time between events will be exponentially dis-
tributed. To run the Gillespie algorithm, you have to pick some starting
time and set of state variables, and you have to specify the rate func-
tions — how the values of the state variables (densities etc.) determine
the rates at which transitions occur.

For example, a stochastic continuous-time version of the logistic equa-
tion would be:
Event Rate Outcome
birth fN N → N + 1
death (µ+ αN)N N → N − 1

http://cran.r-project.org/web/packages/GillespieSSA
http://cran.r-project.org/web/packages/GillespieSSA
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(this specification is also called a set of master equations).

> glogistfun <- function(state,params,time) {

with(c(as.list(state),as.list(params)),

c(birth=f*N,

death=(mu+alpha*N)*N))

}

> gtrans <- matrix(c(1,-1),ncol=1,

dimnames=list(c("birth","death"),"N"))

> source("gillesp.R")

> g1 <- gillesp(start = c(N = 4), ratefun = glogistfun, trans = gtrans,

pars = c(f = 5, mu = 1, alpha = 0.1), times = seq(0, 20,

by = 0.2))

> with(g1, plot(times, N, type = "b"))
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> g.rep <- replicate(10, gillesp(start = c(N = 4), ratefun = glogistfun,

trans = gtrans, pars = c(f = 5, mu = 1, alpha = 0.1), times = seq(0,

20, by = 0.2))[, "N"])

> matplot(g1$times, g.rep, type = "l", col = 1)
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Using
this approach, construct a continuous-time stochastic SIR model.

� Construct a chain-binomial model for the Niamey epidemic (see
Grais et al. (2006) and http://www.zoo.ufl.edu/bolker/eid/

R0estimation.pdf). Figure out the discrepancies, if any, between the
chain-binomial and“shooting”approach we’ve tried here (after account-
ing for the γ = 2 vs 1 issue mentioned above).

� implement time-varying β (perhaps as a result of changing social or
management factors?), and see how much better you can get the fit by
judicious choices of switchpoints

http://www.zoo.ufl.edu/bolker/eid/R0estimation.pdf
http://www.zoo.ufl.edu/bolker/eid/R0estimation.pdf
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