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Abstract 
 

Despite great attention to the quality of research methods in individual studies, if the 

publication decisions of journals are a function of the statistical significance of research findings, 

the published literature as a whole may not produce an accurate measure of true effects. This 

paper examines the two most prominent political science journals (the APSR and the AJPS) and 

two major literatures in the discipline (the effect of negative advertisements and economic 

voting) to see if there is evidence of publication bias. We examine the effect of the .05 

significance level on the pattern of published findings using what we term a “caliper” test and 

can reject the hypothesis of no publication bias at the 1 in 100,000,000 level. Our findings 

therefore strongly suggest that the results reported in the leading political science journals and in 

two important literatures are misleading and inaccurate due to publication bias. We also discuss 

some of the reasons for publication bias and propose reforms to reduce its impact on research.  

 

 

 

 

 

 

 

 

 

 

 

 



A key objective of political science research is accurate measurement of causal effects. 

Methodological advances in observational research, such as the emphasis on natural experiments 

and discontinuities (e.g. Ansolabehere et al. 2000), along with the increased use of experimental 

methods in laboratory and especially in naturalistic contexts (e.g. Gerber and Green 2000), has 

made it much more plausible than in earlier decades to interpret the results of individual studies 

as unbiased estimates of causal effects rather than correlations. Unfortunately, better research 

methods in individual studies does not ensure unbiased literatures, since if some results are more 

likely to be published, then literatures will be biased even if studies are not. Further, publication 

bias may lead to subtle pressures that affect the implementation of research protocols which, if 

they had been executed in an evenhanded manner, would lead to unbiased results. Publication 

bias is an insidious problem; scholars review and critique studies one at a time but the effects of 

publication bias are not easy to detect study by study. Even if each published study appears 

flawless, when there is publication bias their aggregation will not necessarily produce accurate 

estimates.   

To complement the careful attention political scientists give to the quality of causal 

inference in individual studies, this paper examines the publication performance of leading 

journals to see if there is evidence of publication bias. Publication bias occurs when the 

probability a result is published depends on the estimates produced by the study, holding the 

methodological quality of the study fixed. If publication probability is affected by a study’s 

estimates, then the published estimates will not be drawn from the true sampling distribution of 

the estimator being reported in the research, but rather some unknown function of it. The effects 

of publication bias depend on the form the bias takes, the attributes of the studies that might 

potentially be published, and the true value of the parameter being estimated. In one recent study 



of publication bias, Gerber et al. (2000) show that literatures in which: 1. studies tend to have 

small samples, 2. the true effect being studied is small, and 3. publication bias takes the form of 

rejecting statistically insignificant findings, will be filled with reports of large, upwardly biased 

effects. Under these conditions, the actual value of the causal effect has almost no effect on the 

results reported in the literature; the published “findings” are produced nearly entirely by 

sampling variability.  

Standard methods for detecting publication bias assess the pattern of results reported 

across studies measuring the effects of a given treatment. One sign that publication bias based on 

the .05 significance level is present in a literature is if smaller studies tend to report larger results. 

Without a large estimated treatment effect, which may be produced by chance, the ratio of 

estimated treatment effect to the standard error will not exceed the critical values needed to 

generate a statistically significant t-ratio, and the paper will not be published. Gerber et al. (2000) 

examined the half dozen published field experiments measuring the effect of various modes of 

political communication on voter turnout and found evidence of this form of publication bias. 

However, a different method must be used to detect publication bias across studies of different 

effects, since researchers anticipating larger treatment effects might reasonably plan to use a 

smaller sample.  

In this paper we conduct a broad examination of publication bias by considering all 

statistical studies on all topics published in the American Political Science Review (hereafter, 

APSR) and the American Journal of Political Science (hereafter, AJPS) over the past ten years. 

We employ a simple, intuitive test for the presence of publication bias.  We examine the ratio of 

reported results just above and just below the critical value associated with the .05 p-value, a test 

we will refer to as a “caliper test,” since it is based on the rate of reported occurrence of test 

 2



statistics within a narrow band. Borrowing the logic of regression discontinuity design 

(Campbell 1969), there is no reason to expect that, in the narrow region just above and below the 

critical value, there will be substantially more cases above than below the critical value unless 

the .05 level was somehow affecting what is being published.  Across a range of definitions of 

“just above” and “just below” the critical value, we find that there are far more reported 

coefficients just above the critical value than just below it. The probability that some of the 

patterns we find are due to chance is less than 1 in 100 million. Our findings strongly suggest 

that the results reported in the leading political science journals and in two important literatures 

are misleading and inaccurate due to publication bias. After documenting this for the APSR and 

the AJPS, and showing similar findings in other journals as well, we speculate about the causes 

and consequences. 

 Examining the publication process and its statistical properties is a vast undertaking and 

this paper just scratches the surface. The paper’s most important contribution is to provide 

convincing evidence that there is publication bias in the leading journals and there is no evidence 

the problems have been diminishing over time. The diagnosis of the sources and implications of 

these findings, and the suggestion of several correctives, is much more speculative and tentative.  

 The paper is organized as follows. Section 1 reviews the literature on publication bias. 

Section 2 describes and motivates the statistical test we use to detect publication bias, a test we 

label the “caliper” test. Section 3 describes how we constructed the data set for our statistical 

analysis. Section 4 presents the results for the APSR and the AJPS as well as additional evidence 

based on an examination of studies on two topics (the effect of negative advertising and studies 

on economic voting) that appear in a broader set of the discipline’s journals. Section 5 discusses 

some of the possible objections to our analysis, some of its implications, suggests some methods 
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for reducing publication bias, and presents ideas for further research.   

 

Section 1.  Literature Review 

 In this section, we review the existing literature on publication bias. First, we discuss 

techniques for detecting publication bias. Additionally, we examine studies that have found 

evidence of publication bias in other social science disciplines. The fact that publication bias 

seems to be widespread across disparate fields suggests that an examination of political science 

is warranted.  

Methodological Approaches 

 Most of the statistical research on publication bias is in the context of meta-analysis, a 

widely used technique for summarizing evidence, usually experimental, from multiple studies in 

a particular literature (Sutton et al. 2000). The goal of meta-analysis is to summarize the overall 

treatment effect across a group of studies, taking advantage of the fact that pooling data increases 

the power of statistical tests. However, the results of meta-analyses of published studies may be 

biased, since only the studies that are submitted to journals and survive the review process are 

typically included. If unpublished studies that show weak or insignificant treatment effects are 

excluded, then the overall treatment effect may be biased upwards.  

 The most widely used method of detecting publication bias is a visual inspection of a 

funnel graph, which plots effect size against some measure of precision (e.g. the sample size or 

the inverse of the standard error) (Light and Pillemar 1984). In the absence of publication bias, 

the graph should look like a funnel. Studies with large sample sizes should have treatment effects 

clustered near the average whereas studies with small sample sizes should have widely dispersed 

effect sizes. A funnel graph suggesting the presence of publication bias is skewed at the base of 

 4



the funnel; the effect sizes of small studies are weighted in one particular direction above or 

below the average. Statistical tests of the funnel graph have been developed to objectively assess 

the degree of skewness in the shape of the funnel. Stanley and Jarrell (1989) and Egger et al. 

(1997) suggest a simple model regressing effect size against precision, using weighted least 

squares to correct for heteroskedasticity.1 In the absence of publication bias, effect size should 

vary randomly around the true effect size (the intercept), independent of the degree of precision.2 

 In addition to these statistical techniques for detecting publication bias, several qualitative 

methods have also been proposed. For instance, one can calculate the percentage of published 

studies that reject the null hypothesis and compare it to standard significance levels (e.g. 5%) 

(Sterling 1959). The statistical significance of published studies can be compared to that of non-

published studies such as dissertations or conference presentations (Glass et al. 1981). Finally, 

surveys of researchers, reviewers, and editors can be used to assess whether there is a bias 

against statistically insignificant results (Coursol and Wagner 1986).      

Evidence of Publication Bias in Academic Disciplines 

 Investigations of publication bias are most prevalent in experimental clinical trials 

research, in which meta-analyses are common (Begg and Berlin 1988). For instance, Easterbrook 

et al. (1991) conduct an audit of studies approved by a clinical trials human subjects board over a 

four year time period and find that studies with significant results were more likely to be 

published, resulted in more publications, and appeared in more prestigious journals. Berlin et al. 

(1989) apply the funnel graph methodology to a sample of clinical cancer trials and find a strong, 
                                                 
1 To correct for potential errors-in-variables bias due to the fact that precision is often itself an estimate, Stanley 
(2005) argues that sample size can be used in place of or as an instrument for the standard error to measure 
precision. 
2 There also exist several techniques to model selection and correct for publication bias using weighted distribution 
theory (Hedges 1984; Iyengar and Greenhouse 1988; Hedges 1992; Dear and Begg 1992), Bayesian statistics 
(Cleary and Casella 1997), and maximum likelihood (Copas 1999). In addition to selection models, sensitivity 
analyses are often used to ascertain the severity of the bias (Rosenthal 1979; Gleser and Olkin 1996; Duval and 
Tweedie 2000).  
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negative relationship between the sample size of the study and the effect size of the drug, 

controlling for covariates such as the use of randomization and the number of research centers 

involved. For example, studies with 1-50 subjects exhibit overall survival times nearly four times 

as large as studies with over 101 subjects.  

 Many other areas of medical research have been found to suffer from publication bias. 

Simes (1986) compares published ovarian cancer trials to unpublished (yet registered) trials. The 

average p-value of published studies is .02 whereas the average p-value of unpublished studies is 

.24. Further, the unpublished studies also have somewhat smaller effect sizes, meaning that the 

overall efficacy suggested by the literature is overstated. Using a funnel graph, Levois and 

Layard (1995) observe that the results of small sample studies are skewed towards finding that 

environmental tobacco smoke is harmful. However, a set of unpublished, registered studies 

shows no significant impact of second-hand smoke on coronary heart disease. Surveying obesity 

treatment studies, Allison et al. (1996) regress effect sizes against standard errors and find a 

significant, positive relationship, suggesting that the published literature overstates the efficacy 

of obesity treatment programs.  

Within the social sciences, Sterling (1959) was the first to conduct an audit of the four 

main psychology journals and found that in a single year, 97.3% of articles rejected the null 

hypothesis at the 5% significance level. In a recent audit of the same journals, Sterling et al. 

(1995) note that the situation had changed little since the 1950s, with 95.6% of articles rejecting 

the null. Surveys of psychologists have found that authors are reluctant to submit insignificant 

findings and journal editors are less likely to publish them (Greenwald 1975). Coursol and 

Wagner (1986) find that psychologists reported submitting 82.2% of studies that had significant 

findings but only 43.1% of studies with neutral or negative findings. In addition to this bias in 
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the submission stage, researchers reported that 65.9% of significant studies submitted for 

publication were ultimately accepted whereas only 21.5% of insignificant studies eventually 

appeared in print. Using a quantitative methodology that accounts for study characteristics, 

McLeod and Weisz (2004) compare unpublished dissertations on youth psychotherapy to 

published studies and observe that although the theses were methodologically superior to the 

published work, their effect sizes were half as large, even when controlling for methodological 

differences such as length of treatment sessions and therapist type.          

 In economics, publication bias was raised as a concern by De Long and Lang (1992), 

who conduct an audit of the four main economics journals and observe that not a single article 

found the null hypothesis to be “true” (i.e. all p-values were below .90). Card and Krueger 

(1995) review the minimum-wage effects literature and find a significant, negative relationship 

between t-statistics and sample sizes. Examining the returns to education literature, Ashenfelter 

et al. (1999) find a strong, positive relationship between effect size and standard error, evidence 

of publication bias. Moreover, using the Hedges (1992) weight function, they find that results 

from published studies tend to fall above given threshold levels (e.g. p=.01 or  p=.05). They then 

estimate a much lower true education effect than suggested by the literature.  

Using Stanley and Jarrell’s (1989) meta-regression technique, Gorg and Strobl (2001) 

detect a positive relationship between coefficient size and standard error in studies of the 

productivity effects of multinational corporations. Stanley (2005) employs funnel graph and 

meta-regression methods to test for publication bias in studies of the price elasticity of water, 

finding that the overall published price elasticity is nearly three times the corrected value. 

Finally, Doucoulagos (2005) notes a significant, positive relationship between t-statistics and 

sample sizes in studies of the effect of economic freedom on growth, again pointing to the 
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asymmetry of the funnel graph and, consequently, publication bias. Moreover, he observes that 

the inflation of overall effect size due to publication bias is strongest in the early and late stages 

of the literature.3  

In political science, investigations of publication bias are virtually nonexistent, perhaps 

due to the fact that most studies rely upon observational data and that qualitative literature 

reviews are employed in place of meta-analyses. Sigelman (1999) was the first to raise 

publication bias as a potential concern in the discipline, finding that 54.7% of null hypotheses 

were rejected at the 5% significance level in one volume of the American Journal of Political 

Science. This finding might be due to publication bias, but could also follow from the inclusion 

of variables in models when they are known to be reliable explanations of variation in the 

dependent variable. Gerber et al.’s (2000) analysis of the voting mobilization literature finds a 

strong, negative relationship between effect size and sample size, which they interpret as 

evidence of publication bias.4  

 Considering that extensive evidence of publication bias has been found throughout the 

social sciences since the 1950s, it is surprising that there is no extensive analysis of political 

science research. Our paper seeks to help remedy this omission by conducting a broad audit of 

the entire discipline as well as selective analyses of two important literatures. We examine the 

                                                 
3 One exception is Doucoulagos et al.’s (2005) examination of the union-productivity literature, which is not found 
to suffer from publication bias. The funnel graph is nearly perfectly symmetrical, implying no structural relationship 
between effect size and precision. 
 
4 After our research was concluded we became aware of a manuscript by Edward Tufte, “Evidence Selection in 
Statistical Studies of Political Economy: The Distribution of Published Statistics,” which finds evidence of 
publication bias. Among other things, Tufte examines the distribution of reported results for t-tests around the 
critical value of 2. He reports that, for studies dealing with macroeconomic fluctuations and the national vote, t-
values in the interval 2.0 to 2.4 were three times more likely than values between 1.6 and 2.0. He also looks at a 
second literature, the effect of macroeconomic fluctuations on presidential popularity, to confirm this finding out of 
sample. He finds a much lower imbalance; values in the interval 2.0 to 2.4 are 50% more likely than values between 
1.6 and 2.0. Given the subject of this paper, it is ironic that Tufte’s manuscript (circa 1985, the date written in ink on 
our copy) appears to be both unpublished and never cited.   
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literatures using a “caliper test,” which we describe formally in the next section.  

 

Section 2.  Using a “Caliper Test” to detect publication bias  

 The caliper test detects publication bias by comparing the number of observations in 

equal-size intervals just below and just above the threshold value for statistical significance. If 

there are an unusually large number of observations just over the critical value, this is taken as 

evidence of publication bias. If the imbalance is sufficiently great, the probability this imbalance 

is due to chance is small and the null hypothesis that the collection of results reported in the 

journals is not affected by critical values is rejected. This section presents a brief formal 

discussion of the test.  

 The caliper test is based on the observed Z scores. For any particular coefficient estimate, 

let F(z) be the sampling distribution of the Z score. Assume the sampling distribution F is 

continuous over the interval [c, c′′]. Under standard regularity conditions (see Greene 1996, 

section 6.7.3), the asymptotic sampling distribution of Z corresponding to the least squares 

estimator is a continuous distribution; in particular, it is a normal distribution with a mean equal 

to the true value of the causal effect divided by the standard deviation of the estimate and a 

standard deviation equal to 1. The sampling distributions of the Z-scores produced by maximum 

likelihood estimation are also based on an asymptotically normal sampling distribution. For any 

number c, the probability that a draw from F(z) is between c′ and c, c′ > c, is:  

(1)   F(c′) – F(c).  

The conditional probability a draw from F is in the interval [c,c′] given F is drawn from [c,c′′], 

where c′′ > c′ > c, is:   

(2)   [F(c′) – F(c)] / [F(c′′)-F(c)].  
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Since F is a continuous distribution, F(x+e) − F(x) = (e)f(x) + E, where f(x) is the probability 

density function for z, and E is an approximation error that equals zero if F is linear and 

approaches zero as e approaches zero for any continuous probability distribution. When the 

interval [c, c′′] is small and/or f ′(x) is small near c, the ratio (2) can be approximated to first 

order by: 

(3)   [c′-c]f(c)/[c′′-c]f(c).  

This approximation is exact if f ′(x) = 0 over [c, c′′]. Canceling the f(c) terms, this result shows 

that, for small intervals or when f ′(x) = 0, the conditional probability of observing an outcome 

that falls in a subset in an interval equals the relative proportion of the subset to the interval.  If c′ 

− c = c′′ − c′, then [c′, c′′] is half the interval, and p is the conditional probability an outcome 

falls in the upper subinterval, p= .5. For N independent draws in which the outcome falls in the 

[c, c′′] interval, the number of occurrences in a particular subset of the interval, where each 

occurrence in the subset has a probability p, is distributed binomial (N, p).  

 Concerns regarding publication bias focus on the effect of critical values on what is 

published. A natural choice for a statistical test for publication bias is therefore to set c′=1.96, the 

critical value associated with the 5% significance level for a two-sided test, and examine a 

narrow interval of outcomes on either side of 1.96. Under the null hypothesis that what is 

published is a random draw from a sampling distribution, given that N occurrences fall within 

1.96 − ε and 1.96 + ε, the number of occurrences above 1.96 is distributed approximately 

Binomial (N, .5).  The statistical analysis in the next section evaluates whether the observed 

pattern of Z-scores is consistent with the null hypothesis or an alternative hypothesis, that there is 

an excess of occurrences above the critical value (that is, H0: p =.5 versus H1: p > .5).  

 Before turning to the data, we discuss a few issues with the test. Although the empirical 
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findings reported later in the paper are stark and unlikely to be sensitive to the approximations 

used in generating the caliper test, it is still useful to reflect on the general robustness of the 

caliper test. The approximation used in (3) is likely to be quite accurate for small intervals above 

and below 1.96. This follows from the fact that the change in the height of the probability density 

function for the normal distribution is relatively modest over intervals of ±.2 standard deviations, 

the interval size used in the most important tests reported later in the paper.  

 This is illustrated by a few examples of how the approximation performs. For these 

examples, the caliper test compares the frequency of z-score estimates in the interval [1.8, 2] 

versus [2, 2.2]. First, suppose that the sampling distribution that is producing the z-score 

estimates is centered on 2. Based on the normal distribution, this implies that the probability of 

an event falling in each of the .2 standard deviation intervals is 7.9%, and the relative probability 

of falling in the upper interval is 1/2. This is exactly the p=.5 assumption used in the caliper test. 

Next, suppose the distribution is centered on 1 rather than 2. Since the distribution’s mean is less 

than 2, the probability density of the normal distribution is thicker over the lower interval, [1.8, 

2], than the upper interval, [2, 2.2]. The absolute probability of a draw in the lower portion of the 

caliper test range is 5.3%, and the relative probability is .55, not .5.5 This is reversed if the 

distribution is centered at 3 rather than 1, in which case occurrences in the higher interval are 

slightly more, rather than slightly less, likely. While these values for p are not exactly .5, they are 

fairly close to .5.  

 In contrast to these relatively small deviations from 50-50, if the sampling distribution for 

Z has a mean value much greater than the critical value 2 or much less than -2, the conditional 

probability of an occurrence in the lower versus upper portion of the partition can deviate from .5 
                                                 
5 This calculation, as well as the previous calculation, ignores the very small probability the outcome falls three or 
four standard deviations from the mean and appears in the caliper test intervals for the z-score associated with draws 
from the normal in either [-1.8, -2] or [-2, -2.2]. 
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by an appreciable amount. However, the probability that any draw from such a distribution is 

found in either the lower or upper partition is negligible. If the sampling distribution is centered 

on 5 (or -5), there is a 2:1 probability a random draw will fall in the upper interval of the caliper 

test, but the chance of any draw between 1.8 and 2.2 is less than 1/500. As a result, distributions 

centered away from the critical value do not contribute materially to the statistical test. 

   

Section 3. Data  

 This section describes how we constructed the sample for our statistical analysis. The 

dataset was extracted from the studies reported over a ten-year period in the APSR and the AJPS. 

Analysis of these data will provide an in-depth analysis of what appears in two of the leading 

journals. To get a sense of whether the results for the APSR and AJPS generalize to other 

journals we also constructed two additional datasets. We examined the published literature in 

major journals on two topics with large bodies of work, the effect of negative advertising and 

economic voting. These results are reported in Section 4 of the paper.   

 When performing an assessment of a single parameter, such as a treatment effect in a 

medical study or an elasticity of labor supply, it is relatively easy to extract the relevant data 

from the publications. In this investigation, to see where the coefficient relevant for the author’s 

hypothesis test falls relative to the critical value for the hypothesis test, we must first determine 

what the hypotheses are and then find the coefficients related to the hypotheses. This requires a 

selection methodology and in this section we will describe the procedures we used. A more 

detailed discussion can be found in Online Appendix A for the APSR and the AJPS and in Online 

Appendix B for the negative advertising and economic voting literatures.   

Selection Methodology for the APSR and the AJPS 
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 In conducting the caliper tests, we analyzed volumes 89-98 (1995-2004) from the APSR 

and volumes 39-48 (1995-2004) from the AJPS. The total number of articles and research notes 

(excluding forums, workshops, book reviews, controversies and presidential addresses) yielded 

440 papers from the APSR and 556 from the AJPS.  

Not all 996 papers could be tested for publication bias using the caliper method.  

Political theory papers and pure formal models did not contain statistical tests. For those papers 

where there was statistical analysis, we attempted to formulate a replicable procedure to extract 

coefficients and standard errors. To avoid difficult judgments about authorial intentions, we 

eliminated articles that ran regressions but did not explicitly state hypotheses.6  

We only examined papers that listed a set of hypotheses prior to presenting the statistical 

results.7 Papers use slightly different conventions for naming hypotheses in this fashion (e.g. 

“Hypothesis 1,” “H1,” “H1,” “The first hypothesis”). Further, some authors italicize or bold 

hypotheses within paragraphs while others indent them. Of the original 996 articles collected, 

171 employed this convention of explicitly listing hypotheses (54 in the APSR and 87 in the 

AJPS). We further restricted our sample to those articles that had 35 or fewer coefficients linked 

to the hypotheses. This appeared to be a natural cutoff as the article with the next fewest 

coefficients had 45.8 Applying this rule, we excluded 50 articles (25 from each journal). There 

are two rationales for this last exclusion. First, it minimizes the influence of any one article. 

Second, it is unclear what publication bias hypotheses predict for a paper with many coefficients. 

                                                 
6 A alternative approach would have been to have multiple coders and a method for resolving disputes over what the 
author wished to test and how it related to the reported results.  
7 The vast majority of these hypotheses required a statistically significant result to be accepted. Only three articles 
(out of 91 in the sample) had a hypothesis predicting a null finding. These articles constitute ten coefficients (out of 
1248), all of which are statistically insignificant but none of which are in any caliper tested. Hence, these “null 
hypotheses” do not affect the results presented below.  
8 Of course there is nothing methodologically incorrect about testing many hypotheses. Some papers had over 100 
coefficients that tested hypotheses. For example, Martin and Swank (2004, APSR) listed 22 hypotheses tested across 
16 specifications. This produced 111 coefficient estimates. 
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We suspect that publication bias is related to the important results, and including these articles 

would require judgment on our part as to which estimates were the most “important.” 

Conversely, we do not need to make such decisions with articles that reported relatively few 

results. Hence, we are left with 91 articles (29 from the APSR and 62 from the AJPS) of the 

original 996 to subject to the caliper test. These selection steps are summarized below: 

 APSR AJPS Total 
Total Articles 440 556 996 
Total That List Hypotheses 54 87 171 
Selected Articles (≤ coeff.) 29 62 91 
  

The next step is to link the explicitly stated hypotheses to specific regression coefficients. 

This could usually be done by visually inspecting regression tables, which often stated 

parenthetically the hypotheses associated with each coefficient. We confirmed that we were 

recording the correct figures by reading sections of the paper identifying which regression 

coefficients applied to which hypotheses. We remained agnostic about which regressions to 

include in the dataset, including all specifications (full and partial) in the data analysis. An 

example of how regression coefficients were selected is presented in Online Appendix A. 

Selection Methodology for Negative Advertising and Economic Voting Literatures  

 To collect articles from the literature on the effects of negative campaign advertising on 

voter turnout, we selected all nine articles published in political science journals from Lau et al.’s 

(1999) meta-analysis on the subject. We updated this list using the Social Science Citation Index 

(SSCI) to search for any articles written between 1999 and 2005 with one or more of the 

following seven search terms in the title, subject, or abstract: “negative advertising,” “negative 

ads,” “negative advertisements,” “negative campaigning,” “negative campaign advertising,” 

“negative campaign ads,” and “negative campaign advertisements.” This search produced eight 
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additional articles, which combined with the Lau et al. (1999) bibliography, provided us with 

seventeen articles. The search strategy was designed to capture all articles in major journals 

dealing with the effects of negative advertisements. To ensure that we captured all relevant 

papers, we deliberately chose very broad search terms and included varying grammatical forms 

and abbreviations of the word “advertisement.” To ensure that no articles were missing, we also 

performed the search in JSTOR for the years that were available. 

 The next step was to pare down this list of seventeen to a smaller list of topical articles 

that contained the needed information (coefficients and standard errors). Articles dealing with 

candidate decisions to air negative ads and those that did not publish standard errors were 

excluded from the analysis. This left us with thirteen articles. Finally, as explained above we 

excluded articles with a very large number of coefficients related to the hypotheses. Based on the 

distribution of hypotheses tested, the maximum number of coefficients we allowed was 18. The 

article with the next highest number of coefficients had 25. This exclusion removed two articles 

and left us with eleven articles. The list of articles that were removed at each step as well as an 

example of coefficient selection are detailed in Online Appendix B.  

 To collect articles from the economic voting literature concerning pocketbook and 

sociotropic voting in American elections, we used the SSCI to search for articles written between 

1990 and 2005 in the four main general political science journals (APSR, AJPS, JOP, PRQ) and 

two specialized journals (POQ, Political Behavior). We included all articles with one or more of 

the following three search terms in the title, subject, or abstract: “economic voting,” 

“sociotropic,” and “pocketbook.” This search produced 51 articles; to ensure that no articles 

were missing, we also performed the search in JSTOR for the years that were available. The 

search strategy was designed to capture all articles in major journals dealing with the sociotropic 
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vs. pocketbook hypothesis. To ensure that we captured all relevant papers, we deliberately chose 

very broad search terms by explicitly using the words “sociotropic” and “pocketbook” as well as 

the more general phrase “economic voting.” 

 As with the negative advertising literature, we eliminated studies that were not topical 

and did not report standard errors. We are interested in only examining articles about U.S 

elections that analyzed voting/approval as the dependent variable and used 

sociotropic/pocketbook measures as independent variables. Articles dealing with foreign 

countries, analyzing economic perceptions (as opposed to political behavior/voting), and those 

that did not publish standard errors were excluded from the analysis. This left eighteen articles. 

Finally, we excluded articles that had a very large number of coefficients related to hypotheses, 

leaving us with thirteen total articles. The list of articles that were removed at each step as well 

as an example of coefficient selection are detailed in Online Appendix B. 

 

Section 4.  Results 

 In this section, we present the results for: (1) the broad audit of many literatures of the 

two major journals; and (2) a more specific audit of two literatures across a broad set of journals. 

Assessment of the APSR and the AJPS  

We first report the results of “caliper” tests, using calipers of several different sizes, for 

the APSR and AJPS studies. As described in the introduction and in the previous section, caliper 

tests compare the number of coefficients with z-scores within a specified interval above and 

below critical values. Before moving to these tests, it is useful to examine the relative frequency 

of z-scores across a much broader range of values.  

Figures 1 and 2 show the distribution of z-scores for coefficients reported in the APSR 
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and the AJPS for one- and two-tailed hypotheses.9  Figure 1a shows the histogram of results for 

two-sided tests, combining the results from the APSR and the AJPS. Figure 1b does the same 

thing for one-sided tests. Figures 2a and 2b combines the results of one-sided and two-sided tests 

for the APSR and the AJPS, respectively, with the x-axis using intervals based on distance from 

the critical value rather than absolute z-scores. The dashed line represents the critical value for 

the canonical 5% test of statistical significance. Online Appendix C presents the results broken 

out by journal and type of test.  

[FIGURE 1a and 1b ABOUT HERE] 

[FIGURE 2a and 2b ABOUT HERE] 

There is a clear pattern in these figures. Turning first to the two-tailed tests, there is a 

dramatic spike in the number of z-scores in the APSR and AJPS just over the critical value 1.96 

(see Figure 1a). The formation resembles a very steep cliff that drops into a river valley, 

suggesting that a portion of the density below the critical values have been cut out and deposited 

above the critical value. Turning to the one-tailed tests, we again see the spike, which this time it 

appears just over the critical value of 1.64 (see Figure 1b). As seen in Figure 2, the patterns are 

similar when pooling across test type within journal. All these distributions show that there is 

greater density of published findings in the region barely above the arbitrary .05 significance 

level compared to the region barely below it. One notable feature is that the number of cases in 

the interval just over the critical value is the global maximum in three of the four figures (and the 

second highest interval in Figure 1b), whereas the interval just below the critical value is the 

local minimum in all four cases.    

 Whereas the figures use a 10% caliper, Table 1 shows the results using a variety of 

                                                 
9 Very large outlier z-scores are omitted to make the x-axis labels readable. The omitted cases are a very small 
percentage (between 1.9 and 6.5%) of the sample and do not affect the caliper tests.  

 17



calipers, with one- and two-sided tests pooled. Panel A of Table 1 shows the results for the APSR 

and Panel B shows the results for the AJPS. Each panel shows the results for the entire ten-year 

sample as well as the results broken into the first and second five years. The results are robust 

across caliper size and publication dates. However, there is a pattern in the results. The ratio of 

findings just below to just over the critical values decreases as the caliper size expands, which is 

consistent with the idea that there is something unusual about the critical value. The marginal 

distribution of findings begins to approximate the uniform more closely in the outer rungs of the 

caliper. For instance, whereas the ratio is over 4:1 for the APSR for the 10% caliper, the ratio is 

only 2:1 between the 15% and 20% calipers.  Indeed, using a 5% caliper for the APSR, we 

observe 15 results above the caliper and 2 results below, a ratio in excess of 7:1.  For the AJPS, 

there are 32 results above the 5% caliper and 14 results below it.  The fact that the results are 

most dramatic in the narrow regions nearest to the critical value provides additional evidence the 

imbalance is from publication bias rather than a chance occurrence.   

[TABLE 1 ABOUT HERE] 

 Under the null hypothesis that a z-score just above and just below an arbitrary value is 

about equally likely, and that the coefficients are statistically independent, we calculated the 

chance that imbalances of the magnitude we observe would occur by chance. We find that it is 

easy to reject the hypothesis that what is observed in due to chance for the data overall, for the 

APSR, for the AJPS, for one-sided tests, and for two-sided tests. For instance, for the 10% caliper 

for the APSR, the chance that we would observe the imbalance we do by chance alone is less 

than 1 in 25,000. For the AJPS, the chance is less than 1 in 6,000. The joint probability is 

astronomically small, approximately 1 in 150 million. Comparing the two journals, the 

imbalance in the APSR is significantly greater than the imbalance in the AJPS (p<.01). The 
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degree of imbalance just above versus just below the critical value is not decreasing over time. If 

anything, there is a hint that the disparity between results just over the .05 level versus just under 

is increasing in the APSR in the more recent data.  

The statistical tests we perform may slightly overstate the rarity of the patterns we report 

under the null hypothesis. One factor that complicates the analysis is that the studies included in 

our dataset often contributed more than one coefficient. This suggests each coefficient cannot be 

viewed as statistically independent, though we have no way to determine the covariances from 

the information contained in the articles and accounting for statistical dependence in our analysis 

would be complex. In calculating p-values, we assume that the coefficients can be treated as 

independent. This will produce spurious results if, for example, the fact than one coefficient from 

a hypothesis test in a study has a z-score of between 2 and 2.2 materially increases the relative 

probability that another coefficient from a hypothesis in the study has a z-score between 2 and 

2.2 rather than between 1.8 and 2, something unlikely for a continuous distribution. While we 

have not undertaken the exercise, perhaps pathological cases can be constructed. We take some 

comfort, however, in the similarity of the findings across a range of independent tests presented 

in Panels A and B of Table 1 and elsewhere. Further, the pathological case would need to 

account for the features in the histograms not incorporated into the statistical tests in Table 1, 

such as the fact that the dip just below the critical value is followed by a rise in occurrences for 

z-scores just below the dip.   

One further check of the results is to restrict attention to only those studies that 

contributed one coefficient to the statistical test. Table 2 shows the results for the APSR and the 

AJPS broken down by the number of coefficients per study that fell within the range associated 

with various caliper values. Looking only at the studies that contributed a single coefficient 
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shows that the same proportional imbalance reported earlier. The odds of an imbalance as great 

or greater than the 24:9 imbalance found for the APSR and AJPS combined using the 10% caliper 

is, under the null hypothesis of equal probability, less than .007.   

[TABLE 2 ABOUT HERE] 

This paper aims to investigate the presence or absence of publication bias. However, the 

patterns in Figures 1 and 2 and Table 1 and 2 suggest something about the mechanisms at work. 

For instance, it is sometimes suggested that insignificant findings end up in “file drawers,” but 

we observe many results with z-statistics between zero and the critical value. There is, however, 

no way to know how many studies are “missing.” If scholars “tweak” regression specifications 

and samples to move barely insignificant results above conventional thresholds, then there may 

be many z-statistics below the critical value, but an inordinate number barely above the critical 

value and not very many barely below it. We see that pattern in the data. Some researchers may 

move results into significance by switching from a “two-tailed” test to a “one-tailed” test, 

thereby halving their p-values. However, ex-post adjustment of the statistical tests would not 

explain the drop in mass in the second interval above the p=.05 level for two-tailed tests or the 

drop in mass just below the .05 level for the one-tailed test. 

 Moreover, there are cases when publication bias may be less pronounced. For instance, 

publication bias should be observed in the early stages of a literature when a key explanatory 

variable is being offered to the discipline. Conversely, in the later stages of a literature, the novel 

finding is to show no significant relationship between the explanatory variable and the 

phenomenon of interest. Additionally, there may be less of a need to increase the z-statistic of a 

barely insignificant result if an article has other statistically strong results in it as well. We find 

little evidence of this in the Table 2 data, which shows no clear relationship between the number 
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of coefficients related to the hypotheses and the degree of imbalance in results near critical 

values. However, a more detailed study of this question might find support for this very plausible 

conjecture. Other activities of researchers may be the consequence of pressure to breach 

conventional significance levels. For example, a regression model can be estimated, the 

significant results circled, which are then used to formulate the main hypotheses of the paper. In 

this case, explanatory variables are presented not as the consequence of theory, but rather as 

products of data mining.      

Additional Analysis: Negative Advertising and Economic Voting Literatures 
 
 To gauge the generality of our findings we investigated the patterns of reported results in 

other journals, examining two large literatures: the work on negative advertising and economic 

voting. Table 3 shows that the observed pattern in the negative advertising and economic voting 

literatures is quite similar to those found in the previous analyses of the APSR and the AJPS. In 

both literatures the ratio of results just over the critical values to those just under the critical 

values is about 4:1 for the tightest caliper. The patterns observed in the data are very unlikely to 

be due to chance. A somewhat remote possibility is that the APSR and the AJPS specialize in 

those studies that are statistically significant, while the other studies are published, but in lesser 

journals. The evidence presented here suggests this is not the case.  

[TABLE 3 ABOUT HERE] 

 
 
Section 5.  Discussion 
 
 We assert that publication bias is responsible for the results shown in Figures 1 and 2 and 

Tables 1-3. Are there any other explanations for the imbalance we observe? It has been argued 

that studies with statistically significant findings are often better studies. From this it follows that 
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one would expect to see a surplus of such studies, especially in top journals. However, this is not 

sufficient to explain our findings, since it is unlikely that the quality of the research methodology 

deteriorated in a discontinuous fashion just below and improved in a discontinuous fashion just 

above the z-score associated with the 5% significance level. It is possible that some researchers 

are using adaptive sampling, deciding to get more data if their results are nearly, but not quite 

statistically significant. If so, the significance levels employed for the statistical tests reported are 

incorrect. Further, if this practice is combined with a “file drawer” problem, in which papers that 

are not boosted over the statistical significance threshold by additional sampling never appear, 

biased literatures will result. The findings of Gerber et al. (2000) suggest that, in fact, the 

“failures” do not find their way into print.  

 Perhaps the true effects are arrayed in a manner that produces the imbalance observed in 

the data? As explained in Section 2, this is highly unlikely. If the true effects are arrayed such 

that the sampling distributions from which the z-scores are drawn is around 2, then the 

probability mass in adjacent intervals of .2 near the critical values is nearly identical (the 

probability of a draw from a standard normal being between 0 and .2 is about 7.5% while 

between .2 and .4 is about 7.1%). The ratio of probability mass in adjacent intervals gets further 

from 1 when you move away from the center of the normal. However, the ratio would deviate 

from 1 an appreciable amount only when the true effects are very large. In this case the relative 

probability of a draw a bit greater than 1.96, for example, is noticeably higher than the event of a 

draw less than 1.96. But since either of these events will be very rare when the true effect is very 

large, these cases will not have a material effect on our findings.10   

 There is convincing evidence that something is causing a distortion of the published 

                                                 
10 Examining the empirical distribution of z-scores (Figures 1a,1b) it appears that the contribution to the caliper test 
of sampling distributions centered on values less than 2 equals or exceeds that coming from distributions centered on 
values greater than 2. This suggests the caliper test is conservative.  
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literature around the critical values for statistical significance. Is this a big deal? If the extent of 

things is a small distortion in the reported results, then publication bias is unfortunate but not 

catastrophic. If it produces a 5% or 10% change in reported z-scores, this is a distortion of the 

order typically associated with justly celebrated methodological innovations like robust standard 

errors.11  

 This somewhat sanguine view is probably not justified. First, for hypothesis testing, the 

effect of publication bias may be far greater. If, for example, a sizable portion of the outcomes 

that fall in the range 1.6-2 are either not submitted, not published, or are reworked, then the 

chance of a Type I error is really much greater than that what is reported. For example, under the 

null hypothesis that the true effect is zero, if two-thirds of the time a result with an absolute value 

between 1.6 and 2 gets somehow moved to something greater than 2, a test with a Type I error 

rate of 5% really has a Type I error rate of approximately 9%, which is twice the reported rate. 

Second, we have focused on only one symptom of publication bias, excessive occurrence of z-

scores just over 2. Our discussions assume that distortions would always push z-scores over the 

critical value. In fact, in some cases there might be a greater reward to uncovering a statistically 

insignificant effect. This would suggest that the amount of distortion of estimates due to the 

critical values is underestimated by our analysis. Third, the clear evidence of the presence of one 

form of publication bias makes it plausible that there may be other forms of publication bias as 

well, unrelated to the critical values. Future research can seek to identify the sources of this bias. 

For example, a more intensive analysis of the use of multiple specifications may identify how 

variables are added and removed from regression analyses or the sample segmented in various 

ways to “push” results into the territory of statistical significance. The professional incentives 

governing what is deemed important and publishable may vary over the life cycle of a literature 
                                                 
11 Also, in contrast with incorrect standard errors, problems with persistent bias are not eliminated asymptotically. 
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and this may cause publication bias. For instance, in the germinal stages of a literature’s 

development, the incentive is to find previously undiscovered statistically significant results. 

However, once that literature has become established, the incentive may shift to discrediting 

these initial findings by reporting statistically weak relationships between relevant variables. 

Clearly, publication bias would function differently in the early stage as opposed to the later 

stage. 

 More generally, if we now accept the conclusion that there is publication bias in leading 

political science journals, this raises the very important issue of how the incentive environment 

inhabited by a researcher might shape his or her academic output. This is important because the 

incentive environment can to some extent be reformed if it is causing bad outcomes. It is only 

natural to assume that incentives will consciously or unconsciously affect behavior; the 

discipline of economics is founded on this assumption. Let us suppose that there are 

discontinuous returns to producing a statistically significant result. If researchers respond to 

these incentives, this will affect both how projects are designed and how they are pursued. 

 Regarding project design, consider the case of an experimental researcher who wishes to 

maximize the chances that he produces at least one study with statistically significant findings. 

Suppose that he has enough research money to obtain 300 observations, that studies with fewer 

than 100 observations are not taken seriously, and that only statistically significant research 

findings are published. When designing a study, the career obsessed scholar might ask: If the 

only objective is to produce “publishable” work, is it a better strategy to run three essentially 

identical “related” studies with 100 observations, and then capitalize on chance to try to publish 

the studies with the statistically “strongest” results, or to run one big study? If the true causal 

effect being studied is small, the researcher who settles into a practice of doing several smaller N 
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studies rather than a large N study will produce more publishable papers and the results of his 

published studies will be upwardly biased.  

 How projects are pursued will also be affected when acceptance is discontinuously a 

function of reaching statistical significance. Consider a model of a multistage research effort 

where, after each stage, the researcher must decide whether further costly investment is merited 

by the project’s return. If the results are above the statistical significance level, the researcher 

will stop there. If the results are near statistical significance, the research will roll the dice again 

and hope for the best. If the results are further below statistical significance, he will give up. This 

pattern of behavior will produce an excess clumping of studies above critical values. It also 

points out a limitation of the “file drawer” as a metaphor for publication bias due to researcher’s 

failure to submit work for evaluation. Even if researchers submit all completed studies for 

review, many projects are dismissed as unpromising before there is anything to put in the file 

drawer.  

The goal of this paper is to raise awareness of publication bias in political science. We 

have found that many more results are published just over the p=.05 threshold than below it, 

implying a certain amount of bias in parameter estimates. Our results suggest that as reviewers, 

editors, and researchers, political scientists appear to be far too conscious of the .05 significance 

level, and that this might cause important distortions in how knowledge advances in political 

science. 

 Several steps might be considered to reduce publication bias. If it is thought that the 

imbalance in results just over the statistical significance threshold is due to specification 

searching and arbitrary choices, it would be useful to have a fresh pair of eyes look over these 

implementation decisions and detect when they are material to the results. This kind of 
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replication work can already be done when scholars provide their data to the research 

community, but the efforts are ad hoc and, perhaps because the initiative to audit is taken by the 

individual scholar, often disputatious. Perhaps a better system would be for one or two papers in 

each issue of a journal to be randomly selected for communal audits. The journal could announce 

which paper or papers in the issue have been randomly selected for audit. The data and programs 

would be made available and informative comments on the selected paper would be published in 

the next issue, and all comments would be posted on a site. This will establish a tournament with 

clear rewards and therefore incentives for researchers to do the checking as well as depersonalize 

the process of selecting a paper to replicate.   

 Another institutional reform that might limit the number of “lost” studies, limit 

specification searching, and reduce ex-post identification of sub-groups, outcomes, or hypothesis 

tests, is the establishment of study registries. Prior to conducting research, a description of the 

proposed research would be filed with a central registry. In medicine, some journals now refuse 

to publish studies that failed to file a description of the proposed research design and analysis 

with a registry prior to performing the work. While the use of registries has become common for 

experimental research and should be considered for political science experimentation as well, we 

propose that registries can be usefully extended to observational studies that involve the analysis 

of data not yet available to the researcher, such as survey or election results.  
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Figure 1a: Histogram of Z-Statistics, APSR & AJPS (Two-Tailed)
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Figure 1b: Histogram of Z-Statistics, APSR & AJPS (One-Tailed)

Z-Statistic

Fr
eq

ue
nc

y

0.04 0.84 1.64 2.44 3.24 4.04 4.84 5.64 6.44 7.24

0
5

10
15

20
25

30
35

40

 
Note: Width of bars (.16) approximately represents 10% caliper. Dotted line represents critical z- 
statistic (1.64) associated with p=.05 significance level for one-tailed tests.
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Figure 2a: Histogram of Distance from Critical Value, APSR
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Figure 2b: Histogram of Distance from Critical Value, AJPS
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Note: X-axis represents distance from critical value (c.v.), which is 1.64 for one-tailed tests and 1.96 for 
two-tailed tests. Width of bars (.2) approximately represents 10% caliper for two-tailed tests, which is 
slightly larger than that for one-tailed tests. Dotted line represents critical z-statistic (either 1.64 or 1.96) 
associated with p=.05 significance level for one- and two-tailed tests, respectively. 
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Table 1: Caliper Tests of Publication Bias in APSR and AJPS 
    
 Over Caliper Under Caliper p-value* 

A. APSR    

Vol. 89-98    
10% Caliper 34 8 <.001 
15% Caliper 48 15 <.001 
20% Caliper 62 22 <.001 
    
Vol. 94-98    
10% Caliper 27 5 <.001 
15% Caliper 35 12 <.001 
20% Caliper 44 13 <.001 
    
Vol. 89-93    
10% Caliper 7 3 .17 
15% Caliper 13 3 .01 
20% Caliper 18 9 .06 
    
B. AJPS    

Vol. 39-48    
10% Caliper 60 26 <.001 
15% Caliper 87 45 <.001 
20% Caliper 112 64 <.001 
    
Vol. 44-48    
10% Caliper 38 17 .003 
15% Caliper 59 32 .003 
20% Caliper 75 46 .005 
    
Vol. 39-43    
10% Caliper 22 9 .01 
15% Caliper 28 13 .01 
20% Caliper 37 18 .01 
*Based on density of binomial distribution (one-tailed) 
Note: “Over Caliper” indicates number of results that are between 0-X% 
greater than critical value (1.64 and 1.96 for one- and two-tailed tests, 
respectively) where X is the size of the caliper. For instance, for the 10% 
caliper, the “Over Caliper” range is approximately 1.64-1.81 for one-tailed 
tests and 1.96-2.16 for two-tailed tests. “Under caliper” represents the number 
of results that are between 0-X% less than the critical value. For the 10% 
caliper, the “Under Caliper” range is about 1.48-1.64 (1.76-1.96). 
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Table 2: Caliper Tests of APSR and AJPS by Coefficients Contributed per Study 
 10% Caliper 15% Caliper 20% Caliper 
Coef. Contributed Over Under Studies Over Under Studies Over Under Studies

A. APSR          
1 8 2 10 7 1 8 6 2 8 
2 7 1 4 8 2 5 5 1 3 
3 8 1 3 10 2 4 9 6 5 
4 4 0 1 0 0 0 6 2 2 
5 3 2 1 4 1 1 5 0 1 
6 4 2 1 4 2 1 0 0 0 
7 0 0 0 10 4 2 5 2 1 
8 0 0 0 5 3 1 12 4 2 
9 0 0 0 0 0 0 8 1 1 
10 0 0 0 0 0 0 6 4 1 

Total 34 8 20 48 15 22 62 22 24 
          

B. AJPS          
1 16 7 23 10 4 14 8 3 11 
2 10 4 7 15 9 12 11 9 10 
3 9 3 4 14 13 9 22 17 13 
4 13 7 5 17 7 6 10 6 4 
5 4 1 1 4 1 1 14 6 4 
6 8 4 2 17 7 4 17 7 4 
7 0 0 0 10 4 2 16 5 3 
8 0 0 0 0 0 0 9 7 2 
9 0 0 0 0 0 0 5 4 1 

Total 60 26 42 87 45 48 112 64 52 
Note: Coefficients contributed refers to the number of results for a given study within a certain caliper. For instance, 
for the APSR, one study had six coefficients within the 10% caliper—four over it and two below it.  
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Table 3: Caliper Tests of Publication Bias in Economic Voting and 
Negative Advertising Literatures 
    
 Over Caliper Under Caliper p-value* 

Economic Voting Literature    
10% Caliper 8 2 .05 
15% Caliper 13 3 .01 
20% Caliper 13 3 .01 
    
Negative Ads Literature    
10% Caliper 14 3 .006 
15% Caliper 18 7 .02 
20% Caliper 20 11 .07 
*Based on density of binomial distribution (one-tailed) 
Note: “Over Caliper” indicates number of results that are between 0-X% greater than critical 
value (1.64 and 1.96 for one- and two-tailed tests, respectively) where X is the size of the 
caliper. For instance, for the 10% caliper, the “Over Caliper” range is approximately 1.64-1.81 
for one-tailed tests and 1.96-2.16 for two-tailed tests. “Under caliper” represents the number of 
results that are between 0-X% less than the critical value. For the 10% caliper, the “Under 
Caliper” range is about 1.48-1.64 (1.76-1.96). 
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Online Appendix A: Procedures for Collecting Studies From the APSR and the AJPS 
 

In this appendix, we detail how coefficients were selected using one article as an 

example. As explained in the paper, we only selected papers that explicitly stated their 

hypotheses prior to presenting the statistical results. For example, we include Hoekstra (2000, 

APSR), who states the following four hypotheses at the beginning of the paper: 

HYPOTHESIS 1a. Residents in and around the immediate community in which a case 
originates should exhibit a higher level of awareness of the Court’s decision than is 
usually found in national samples. 
 
HYPOTHESIS 1b. Those within the immediate community should show a high level of 
awareness than those who reside in the surrounding areas.  
 
HYPOTHESIS 2. Among those who hear of the Court’s decision, those from the 
immediate community should find the case more important than those from the 
surrounding areas. 
 
HYPOTHESIS 3. Awareness of the Court’s decision should affect evaluations of the 
Supreme Court. Those who initially approve/disapprove of the policy position articulated 
in the decision should show increased/decreased support for the Court. 
 
HYPOTHESIS 4. The effect of hearing about the Court’s decision should be greatest 
among those who reside in the immediate community. They will show greater change in 
evolution of the Court following its decision, above and beyond that predicted for those 
who reside outside the community. 

 
For the articles that were selected, we read the text of the article to associate each hypothesis 

with regression coefficients presented in the tables. To remain agnostic, we included all 

coefficients associated with the hypothesis across multiple specifications. Here is an example of 

how regression coefficients were selected using the Hoekstra (2000) article:  

HYPOTHESIS 1a. The paper does not test this hypothesis directly because the author 
does not have national data. She just uses a content analysis (no statistical tests). 
 
HYPOTHESIS 1b. All hypotheses are tested for four different Court cases in four 
different geographical areas in Table 3. The variable of interest is “Town of residence,” 
for which there are 4 coefficients (one for each area).      
 
HYPOTHESIS 2. Hypotheses are tested with difference-of-means tests in Table 5. From 
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the reported p-values, we extracted the z-statistics. For each area, we specifically looked 
at the summary measure of importance, as the text suggested. For Center Moriches, this 
statistic was not measured so we recorded the only one available: “strength of opinion.” 
Thus, we recorded an additional four coefficients (one from each area).    
 
HYPOTHESES 3 and 4. These hypotheses are tested in Table 6 for three of the 
geographic regions using an interaction term between “Initial opinion” and “Town of 
residence.” Hence, three additional coefficients were recorded.  

 
Therefore, in total, 11 coefficients were recorded from Hoekstra (2000). 
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Online Appendix B: Procedures for Collecting Studies From Negative Advertising and  
 

Economic Voting Literatures 
 
 In this appendix, we detail how coefficients were selected using one article in each 

literature as examples. We also present the articles truncated at each step of the selection process 

described in the paper in Tables A and B for the negative advertising and economic voting 

literatures, respectively. 

Negative Advertising Literature 

  In the negative advertising literatures, all of the articles employ either survey or 

experimental data. Accordingly, we record the z-statistics from all coefficients representing any 

question or treatment dealing with negative advertising. To remain agnostic, we record all 

coefficients across all regression specifications. We provide an example of this technique using 

King and McConnell (2003).  

King and McConnell (2003) conducted an experiment in the context of the 1996 Illinois 

senate race in which treatment groups were exposed to varying numbers of negative campaign 

advertisements about the Republican candidate. The authors measured the impact of negative 

advertising on affect towards each candidate as well as vote choice. The authors were concerned 

with both the nonlinear effects of advertising and the moderating role of gender. 

Table 1 of their paper presents regression results from the overall sample. There are three 

dependent variables, one for each of the three dependent variables: affect towards the 

Democratic candidate, affect towards the Republican candidate, and vote choice. The two 

variables dealing with the treatment of negative advertising are “Number of ads viewed” and 

“Number of ads viewed squared.” Hence, we recorded six coefficients from Table 1. 

Table 2 of their paper includes interaction terms with gender to assess whether the effect 
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of ads on women are different than their effect on men. Again, the authors estimate three 

regression specifications, one for each of the three dependent variables. The four variables 

dealing with the treatment of negative advertising are “Number of ads viewed,” “Number of ads 

squared,” “Number of ads x gender,” and “Ads squared x gender.” Hence, we recorded an 

additional twelve coefficients from Table 2. The total number of coefficients recorded from King 

and McConnell (2003) was 18. 

 
Table A: Implementation of Search Protocol for Negative Advertising Literature 

Search Results Topical and Complete Test < 19 Coefficients 
Martin (2004) 
Clinton and Lapinski (2004) 
Jasperson and Fan (2004) 
King and McConnell (2003) 
Goldstein and Freedman (2002) 
Damore (2002) 
Lau and Pomper (2001) 
Ansolabehere et al. (1999) 
Freedman and Goldstein (1999) 
Kahn and Kenney (1999) 
Wattenberg and Brians (1999) 
Finkel and Geer (1998) 
Schultz and Pancer (1997) 
Hitchon et al. (1997) 
Brians and Wattenberg (1996) 
Ansolabehere et al. (1994) 
Kahn and Geer (1994) 

Martin (2004) 
Clinton and Lapinski (2004) 
King and McConnell (2003) 
Goldstein and Freedman (2002) 
Lau and Pomper (2001) 
Ansolabehere et al. (1999) 
Freedman and Goldstein (1999) 
Kahn and Kenney (1999) 
Wattenberg and Brians (1999) 
Finkel and Geer (1998) 
Hitchon et al. (1997) 
Brians and Wattenberg (1996) 
Ansolabehere et al. (1994) 
 

Martin (2004) 
King and McConnell (2003) 
Goldstein and Freedman (2002) 
Lau and Pomper (2001) 
Ansolabehere et al. (1999) 
Freedman and Goldstein (1999) 
Kahn and Kenney (1999) 
Wattenberg and Brians (1999) 
Hitchon et al. (1997) 
Brians and Wattenberg (1996) 
Ansolabehere et al. (1994) 

 
       
Economic Voting Literature 

The economic voting literature examines whether people’s attitudes and vote choice are 

determined by sociotropic (as opposed to pocketbook) economic considerations. Accordingly, 

we record the z-statistics from all coefficients representing either pocketbook or sociotropic 

attitudes. To remain agnostic, we record all coefficients across all regression specifications. We 

provide an example of this technique using Alvarez and Nadler (1995).  

Using data from the National Election Study, Alvarez and Nadler (1995) constructed a 

multinomial probit model to explain vote choice in the 1992 presidential election. Table 3 of 

 38



their paper presents regression results predicting vote choice. There is only one specification, but 

since the model is estimated via multinomial probit, coefficients are estimated for both Bush and 

Clinton (Perot coefficients are normalized to zero). The two variables dealing with economic 

voting are “Felt personal finances were worse” (pocketbook) and “Felt national economy was 

worse” (sociotropic). Hence, we recorded four coefficients from the Alvrez and Nadler (1995) 

article. 
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Table B: Implementation of Search Protocol for Economic Voting Literature 
Journal Search Results Topical and Complete Test < 19 Coefficients 

American 
Political Science 
Review 

Duch (2001) 
Roberts and Wibbels (1999) 
Kaufman and Zuckermann (1998) 
Radcliff (1992) 

No Articles No Articles 

American Journal 
of Political 
Science 

Gomez and Wilson (2001) 
Quinn and Woolley (2001) 
Duch et al. (2000) 
Alvarez and Nagler (1998) 
Krause (1997) 
Mutz and Mondak (1997) 
Hetherington (1996) 
Pacek and Radcliff (1995) 
Alvarez and Nagler (1995) 
Clarke and Stewart (1994) 
Pacek (1994) 
Powell and Whitten (1993) 
Mutz (1992) 
Suzuki (1991) 

Gomez and Wilson (2001) 
Alvarez and Nagler (1998) 
Mutz and Mondak (1997) 
Hetherington (1996) 
Alvarez and Nagler (1995) 
Mutz (1992) 

Alvarez and Nagler (1998) 
Mutz and Mondak (1997) 
Hetherington (1996) 
Alvarez and Nagler (1995) 
 

Journal of 
Politics 

Arce (2003) 
Hellwig (2001) 
Norpoth (2001) 
Nadeau and Lewis-Beck (2001) 
Gartner and Segura (2000) 
Shah et al. (1999) 
Kahn and Kenney (1997) 
Suzuki and Chappell (1996) 
Fackler and Lin (1995) 
Pacek and Radcliff (1995) 
Welch and Hibbing (1992) 
Sigelman (1991) 
Stein (1990) 

Nadeau and Lewis-Beck (2001) 
Welch and Hibbing (1992) 
Stein (1990) 

Nadeau and Lewis-Beck (2001) 
Welch and Hibbing (1992) 
Stein (1990) 

Political 
Research 
Quarterly 

Gomez and Wilson (2003) 
Arcenaux (2003) 
Rudolph and Grant (2002) 
Bohrer and Tan (2000) 
Weyland (1998) 
Chaney et al. (1998) 
Goren (1997) 
Funk and Garcia-Monet (1997) 
Romero and Stambough (1996) 
Holbrook and Garand (1996) 
Radcliff (1994) 
Lanoue (1994) 

Gomez and Wilson (2003) 
Rudolph and Grant (2002) 
Chaney et al. (1998) 
Romero and Stambough (1996) 
Goren (1997) 
Funk and Garcia-Monet (1997) 
 

Rudolph and Grant (2002) 
Chaney et al. (1998) 
Romero and Stambough (1996) 

Political 
Behavior 

Weisberg (2002) 
Weatherford and Sergeyev (2000) 
Niemi et al. (1999) 
Books and Prysby (1999) 
Wlezien et al. (1997) 
Lanoue (1991) 
Sigelman et al. (1991) 
Lau et. al (1990) 

Weatherford and Sergeyev (2000) 
Books and Prysby (1999) 
Lanoue (1991) 
 

Weatherford and Sergeyev (2000) 
Books and Prysby (1999) 
Lanoue (1991) 

Public Opinion 
Quarterly 

No articles No articles No articles 
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Online Appendix C: Histograms of Z-Statistics by Journal and Type of Test 
 

Figure 1: Histogram of Z-Statistics, APSR (One-Tailed)
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 Note: Width of bars (.16) approximately represents 10% caliper. Dotted line represents critical z- 
 statistic (1.64) associated with p=.05 significance level for one-tailed tests.  
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Figure 2: Histogram of Z-Statistics, APSR (Two-Tailed)
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Note: Width of bars (.2) approximately represents 10% caliper. Dotted line represents critical z- 

 statistic (1.96) associated with p=.05 significance level for two-tailed tests. 
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Figure 3: Histogram of Z-Statistics, AJPS (One-Tailed)
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Note: Width of bars (.16) approximately represents 10% caliper. Dotted line represents critical z- 

 statistic (1.64) associated with p=.05 significance level for one-tailed tests. 
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Figure 4: Histogram of Z-Statistics, AJPS (Two-Tailed)
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Note: Width of bars (.2) approximately represents 10% caliper. Dotted line represents critical z- 

 statistic (1.96) associated with p=.05 significance level for two-tailed tests. 
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