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Discrete and continuous distributions: basics

Discrete distributions

Discrete distributions are relatively easy: we can calculate the probability
of getting a particular outcome. For example, for the binomial distribution
(probability of getting x successes out of N independent tries, each with the
same per capita probability p) we would use dbinom() in R.

We sometimes (much less often) need the cumulative distribution func-
tion (pbinom() in R) (CDF), P (X ≤ x), which is 0 for x < 0 and 1 for
x ≥ N .

If we want to compute the probability that the outcome of a discrete dis-
tribution lies between x and y, we can either use sum(dbinom(x:y,size,prob))
or pbinom(y,size,prob)-pbinom(x,size,prob) (although we have to be
careful about the endpoints).

The quantile function (qbinom(p), for 0 ≤ p ≤ 1) finds x such that
P (X ≤ x) ≤ p — it is the inverse cumulative distribution function. (It’s
good for finding tail probabilities.)

All functions in R also have a random deviate generator, rbinom() in
this case.

The confusing part about the binomial distribution in particular is that
we have the successes and failures of the individuals (which I’ll call “trials”),
and the outcomes of experiments, which are the total numbers of successful
trials. If you run rbinom(100,prob=0.2,size=10) you get the results of
100 trials,
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results from 100 binomial trials
with N=10, prob=0.2:

rbinom(100,size=10,prob=0.2)
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Continuous distributions

The hard part about continuous distributions is getting your head around
probability densities. The probability of any particular point is zero; the
probability density is defined as the limit of Prob(x < X < x + ∆x)/∆x
as ∆x goes to zero. The probability density can be greater than 1, if the
distribution is really sharp — e.g. dnorm(0,mean=0,sd=0.1) is almost 4.
(This means that the log-likelihood density is > 0, so the negative log-
likelihood is negative.) We usually just forget about this distinction and
treat the density as a probability (e.g. we say “log-likelihood” instead of
“log-likelihood density”) — on the log scale, the ∆x is just a constant we
can ignore.

Discuss d, p, q, r functions.

Moments of distributions

(next section stolen from Chapter 6 of my book)
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The first thing you usually want to know about a distribution is its
average value, also called its mean or expectation.

In general the expectation operation, denoted by E[·] (or a bar over a
variable, such as x̄) gives the “expected value” of a set of data, or a prob-
ability distribution, which in the simplest case is the same as its (arith-
metic) mean value. For a set of N data values written down separately as
{x1, x2, x3, . . . xN}, the formula for the mean is familiar:

E[x] =
∑N

i=1 xi
N

. (1)

Suppose we have the data tabulated instead, so that for each possible
value of x (for a discrete distribution) we have a count of the number of
observations (possibly zero, possibly more than 1), which we call c(x). Sum-
ming over all of the possible values of x, we have

E[x] =
∑N

i=1 xi
N

=
∑
c(x)x
N

=
∑(

c(x)
N

)
x =

∑
prob(x)x (2)

where prob(x) is the discrete probability distribution representing this par-
ticular data set. More generally, you can think of prob(x) as represent-
ing some particular theoretical probability distribution which only approxi-
mately matches any actual data set.

We can compute the mean of a continuous distribution as well. First, let’s
think about grouping (or “binning”) the values in a discrete distribution into
categories of size ∆x. Then if p(x), the density of counts in bin x, is c(x)/∆x,
the formula for the mean becomes

∑
p(x) · x∆x. If we have a continuous

distribution with ∆x very small, this becomes
∫
p(x)x dx. (This is in fact the

definition of an integral.) For example, an exponential distribution p(x) =
λ exp(−λx) has an expectation or mean value of

∫
λ exp(−λx)x dx = 1/λ.

Exercise Experiment with different ways of calculating the mean of
the binomial distribution. (1) Pick a whole bunch of random numbers with
rbinom() and calculate their mean (mean()). (2) Use dbinom() to calculate
the probabilities for a range of outcomes and use the

∑
xip(xi) formula. (3)

Now do the same for the normal distribution with (theoretical) mean and
standard deviation 2; don’t forget that you need to include ∆x in the second
formula. Use curve(dnorm(x,mean,sd)) to get an idea of the shape of the
distribution so that you know how wide a range and how small a ∆x you
need to get a reasonably accurate answer. Extra credit: figure out how to
use integrate to find the answer; you will need to integrate the function
dn = function(x) x*dnorm(x,2,1)
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Figure 1: Relationships among probability distributions.

Variance: E[(x − µ)2]. The mean is the expectation of the random
variable X itself, but we can also ask about the expectation of functions of
X. The first example is the expectation of X2. We just fill in the value
x2 for x in all of the formulas above: E[x2] =

∑
prob(x)x2 for a discrete

distribution, or
∫
p(x)x2 dx for a continuous distribution. (We are not asking

for
∑

prob(x2)x2.) The expectation of x2 is a component of the variance,
which is the expected value of (x−E[x])2 or (x−x̄)2, or the expected squared
deviation around the mean.

Coefficient of variation. CV = µ/σ.
Skew, kurtosis.
Mode(s).
Reparameterizing and scaling distributions: location, scaling, shape pa-

rameters. Method of moments.

Bestiary

Location, scale/rate, shape parameters etc.

Some generalizations we can make about the form of probability distribu-
tions:

� if a parameter is subtracted from x it must be a location parameter,
have the same units as x. Changing it shifts the distribution back and
forth. (For example, µ in the normal distribution.)
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� if a parameter divides x, it is a scale parameter, and typically has the
same units as x (e.g. σ in the normal distribution).

� if a parameter is multiplied by x it is a rate parameter, and typically
has units of [x]−1 (e.g. λ in the exponential distribution: λe−λx).

� if a parameter appears as a power, it is often a shape parameter (some-
times a dispersion parameter, if it affects the variance of a discrete
distribution), and it’s got to be unitless.

watch out for different parameterizations!
“Experimental math” with random numbers: you can often figure out a

lot about random-number distributions by generating random numbers and
calculating means, variances, etc etc; plotting histograms (with freq=FALSE)
or densities (plot(density(v))) or overlaying curves (curve(...,add=TRUE))
or using points or lines to add stuff to a plot.

Exercise It happens to be true that the distribution of sums of values
drawn from two normal distributions, x1 + x2 where x1 ∼ N(µ1, σ

2
1) and

x2 ∼ N(µ2, σ
2
2), has the distribution N(µ1 +µ2, σ

2
1 +σ2

2). Convince yourself
of this fact using rnorm and dnorm (don’t forget that R uses the standard
deviation, not the variance, to parameterize the normal distribution.)

Exercise Pick a distribution from the table. Play with it to understand
what the parameters mean — both by plotting the theoretical distributions
and by plotting the distribution of random deviates. Check the summary in
Chapter 4 to find the characteristics of the distribution and convince yourself
in as many different ways as possible that the summary is right — calculate
mean, variance, CV, etc for variety of values of the parameters and compare
them with theoretical values.

Here’s an example for the Gamma distribution:
Summary:

range positive real values
R dgamma, pgamma, qgamma, rgamma
distribution 1

saΓ(a)x
a−1e−x/s

parameters s (real, positive), scale: length per event [scale]
or r (real, positive), rate = 1/s; rate at which events occur [rate]
a (real, positive), shape: number of events [shape]

mean as or a/r
variance as2 or a/r2

CV 1/
√
a

From probability distribution table: converges to exponential (with the
same rate parameter) when shape = 1
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> curve(dgamma(x, shape = 1, rate = 1/2), from = 0, to = 10, ylab = "")

> curve(dexp(x, rate = 1/2), add = TRUE, type = "p", col = 2)
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Match with normal distribution: var=shape/rate2 so sd=sqrt(shape)/rate

> curve(dgamma(x, shape = 2, rate = 2), ylim = c(0, 2), from = 0,

+ to = 4)

> curve(dnorm(x, mean = 1, sd = sqrt(2)/2), lty = 2, add = TRUE)

> curve(dgamma(x, shape = 5, rate = 5), col = 2, add = TRUE)

> curve(dnorm(x, mean = 1, sd = sqrt(5)/5), col = 2, lty = 2, add = TRUE)

> curve(dgamma(x, shape = 10, rate = 10), col = 3, add = TRUE)

> curve(dnorm(x, mean = 1, sd = sqrt(10)/10), col = 3, lty = 2,

+ add = TRUE)

> curve(dgamma(x, shape = 20, rate = 20), col = 4, add = TRUE)

> curve(dnorm(x, mean = 1, sd = sqrt(20)/20), col = 4, lty = 2,

+ add = TRUE)

> legend("topright", paste("rate=shape=", c(2, 5, 10, 20), sep = ""),

+ col = 1:4, lty = 1)
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Convince ourselves that mean = shape/rate, var = shape/rate2, CV=sd/mean
= sqrt(shape):

> s1 = 2

> r1 = 4

> x1 = rgamma(10000, shape = s1, rate = r1)

> c(obs = mean(x1), exp = s1/r1)

obs exp
0.4993679 0.5000000

> c(obs = var(x1), exp = s1/r1^2)

obs exp
0.1262202 0.1250000

> c(obs = sd(x1)/mean(x1), exp = 1/sqrt(s1))

obs exp
0.7114491 0.7071068
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Code density function by hand (using scale=1/rate):

> sc1 = 1/r1

> curve(1/(sc1^s1 * gamma(s1)) * x^(s1 - 1) * exp(-x/sc1), from = 0,

+ to = 5)

> curve(dgamma(x, shape = s1, scale = sc1), type = "p", col = 2,

+ add = TRUE)

Superimpose theoretical density on observed histogram:

> hist(x1, breaks = 200, col = "gray", freq = FALSE)

> curve(dgamma(x, shape = s1, rate = r1), col = 2, lwd = 2, add = TRUE)

How different are the lognormal and gamma distributions with matching
moments (mean and variance)?

CV =
√
a (gamma),

√
eσ2 − 1 (LN)

mean = as (gamma), eµ+σ2/2 (LN)
So for a given µ, σ2: a = eσ

2 − 1; s = eµ+σ2/2/a

> mu = 1

> sigma = 2

> a = exp(sigma^2) - 1

> s = exp(mu + sigma^2/2)/a

> curve(dlnorm(x, mu, sigma), from = 0, to = 5, n = 300)

> curve(dgamma(x, shape = a, scale = s), add = TRUE, col = 2)
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